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Summary
We study Best Arm Identification
We model non-stationarity as adversarial mean shifts
We develop active testing algorithms with e-variables
We prove optimal sample complexity

Real rewards are not stationary

Shifting Means Model
We model the reward of arm a in round t by

Yt,a := µa +Bt + ϵt,a

• µa is the base arm mean, fixed across time

• Bt is a time-varying shift, common to all arms

• ϵt,a is centred σ2-sub-Gaussian noise

Implies time-invariant best arm a∗ := argmaxa µa

and suboptimality gaps ∆a := µa∗ − µa.

Assume known shifted mean bound |µa +Bt| ≤ U

Protocol
Bandit hides base means µ1, . . . , µK .
for t = 1, 2, . . . , τ do

∥ Learner samples arm At ∼ wt

∥ Bandit samples shift Bt and noises ϵt,1 · · · ϵt,K
Learner observes only reward Xt := Yt,At

end for
Learner recommends arm ã.

Data stream (A1, X1), (A2, X2), . . . , , (Aτ , Xτ ), ã

Design problem
A strategy for Learner is specified by sampling rule wt, stopping rule τ , recommendation rule ã.

It is δ-PAC if PB {τ < ∞ and ã ̸= a∗(B)} ≤ δ against every shifting bandit B.

It is efficient if its sample complexity E[τ ] is small.

Novel e-values
Say the learner picks At ∼ wt. For any pair a ̸= b of arms, we base everything on the statistic

st,a,b := ezt,a,b where zt,a,b :=
I[At = a]

wt,a
(λt,a,bXt − αt,a,b) +

I[At = b]

wt,b
(−λt,a,bXt − βt,a,b)

We choose parameters (λt,a,b, αt,a,b, βt,a,b) to make

• st,a,b an e-variable against {µb ≥ µa}, i.e. Et [st,a,b] ≤ 1, and hence

• St,a,b :=
∏t

i=1 si,a,b a supermartingale against {µb ≥ µa}, and consequently

• Pt,a := minb̸=a St,a,b an e-process against
⋃

b̸=a {µb ≥ µa} = {a ̸= a∗}.

We stop at time τ := inf

{
t ∈ N

∣∣∣∣max
a∈[K]

Pt,a ≥ K − 1

δ

}
and recommends arm ã := argmax

a∈[K]

Pτ,a .

Safety and E-power

max
µb≥µa

Et [st,a,b] =: Φ(wt,a, wt,b, λt,a,b, αt,a,b, βt,a,b)

Et [zt,a,b] = λt,a,b(µa − µb)− αt,a,b − βt,a,b

where the maximum expectation under the null is

Φ(wa, wb, λ, α, β) = max
u∈{±U}

wa exp

(
λu− α

wa
+

λ2σ2

2w2
a

)
+ wb exp

(
−λu− β

wb
+

λ2σ2

2w2
b

)
+ 1− wa − wb.

Sampling to Maximise E-power
Single one-round growth-rate optimisation problem to tune everything

D∗(∆) := max
w∈△K

min
b̸=a∗

max
λ,α,β

Φ(wa∗ ,wb,λ,α,β)≤1

λ∆b − α− β

Computationally efficient: Jointly concave in sampling rule w and all e-value parameters (λb, αb, βb)b̸=a∗ .

Main result
Two standard techniques:

• We force 1/
√
t exploration in round t.

• We plug estimate for ∆ into D∗

Our strategy for Learner is δ-PAC and satisfies

E[τ ] ≤
ln 1

δ

D∗(∆)
+ o(ln

1

δ
).

Reflections
Interpretation of our upper bound:

1

D∗(∆)
∝

∑
a̸=a∗

σ2 + U2

∆2
a

Nearly-matching lower bound: any δ-PAC algorithm
must have

lim
δ→0

E[τ ]
ln 1

δ

≥ Ω

∑
a̸=a∗

σ2 + U2

∆2
a

 .

We show TAS and GLRT fail (due to (a) any deter-
ministic fails and (b) overfitting to shifts)

Proofs rely on anytime-valid Bernstein.

Open: what if gaps are changing? Safety ✓Power ?

What lnSt,a∗,b look like


